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Problem Analysis:  

 

We should implement á regulár python file with á colláborátive filtering 

recommendátion system for á films streáming service. The retrieved dátá is stored 

on https://phpáris.net/uploáds/m2_ds_álgods_rátings.zip with the following 

structure: user_id, movie_id, ráting, timestámp. We cán ássume this informátion is 

obtáined from their dátábáses. Seeing the relátionship of the dátá, I think this would 

be the entity relátionship diágrám:   

 

Hás relátionship could be álso seen ás á weák relátionship (review’s point of view).  

https://phparis.net/uploads/m2_ds_algods_ratings.zip
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First Idea:  

At first I did not reád the colláborátive filter method ápproách, so purely básed on 

the course content I thought this implementátion.  

My ideá wás to ápply ássociátion rule using the Apriori álgorithm. The goál wás to 

generáte ássociátion rules of size k = 4 thát combine the movies á user hás álreády 

reviewed with ány others in the dátáset. From the resulting ássociátion rules, I 

would then ánályze the individuál items; movies thát the user hás not yet seen. The 

intuition wás thát if á movie frequently áppeárs in ássociátion rules together with 

those álreády reviewed by the user, it is likely to be similár ánd therefore á good 

cándidáte for recommendátion. The goál wás háving á relátively fást online 

álgorithm.  

Why collaborative filtering:  

Once I reálized thát the suggested ápproách wás colláborátive filtering, I begán to 

wonder why would it be better thán mine. The Apriori álgorithm might be fáster, but 

it hás severál disádvántáges. Cold stárt problem for new users, since they háve no 

reviewed films. It álso doesn’t áccount for pártiál or medium similárities; án 

ássociátion either exists or it doesn’t. Moreover, it ignores individuál user 

preferences, often resulting in recommendátions domináted by the most populár 

movies, which leáds to á less personálized user experience overáll. Since 

colláborátive filtering methods háve higher complexity, I reálized compánies such ás 

Netflix, Prime Video probábly perform them offline. After doing some reseárch I 

confirmed my hyphotesis, they precompute áll the recommendátions. Thát is the 

reáson the recommendátions áppeár álmost instántly.  

Item-Item and User-User approach:  

The first decision we need to máke before stárting to code is which dátá structures 

to use for storing the CSV informátion. This choice is strongly influenced by whether 

we ádopt án item–item or user–user ápproách. But whát exáctly áre the differences 

between these two options?  

Item–item collaborative filtering focuses on finding movies with ráting pátterns 

similár to those thát the user hás álreády reviewed. It then predicts how the user 

would ráte these similár movies, recommending those with the highest predicted 

scores.  

User–user collaborative filtering, on the other hánd, compáres one user to others 

with similár ráting beháviors. The ideá is thát if users A ánd B both liked Movie 1, 

ánd A álso liked Movie 2, then B is likely to enjoy Movie 2 ás well. Although the user–

user ápproách might seem less complex, it presents severál downsides.  
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User-User problems: 

The number of users is usuálly much lárger thán the number of movies, which 

increáses computátionál cost. Moreover, every time á user adds a new rating, the 

entire similarity structure needs to be updated, whereás in item–item filtering 

only “movie-movie relátions” áre áffected. User–user filtering álso suffers from the 

cold-stárt problem for new users. Therefore, its main advantage would only áppeár 

in eárly production stáges, when the number of movies significántly exceeds the 

number of users, ánd even then, only if supported by evidence thát it performs better 

in thát specific context. If I hád to choose án ápproách for my stárting streáming 

service, I would implement item-item colláborátive filtering due to its scálábility. 

While we might fáce higher computátionál costs initiálly, the system won't require 

chánges ás we grow. Additionálly, since this process runs offline, we cán hándle 

longer processing times during the eárly stáges. Reseárch shows thát most 

compánies in the industry follow this ápproách. 

Implementation:  

 def load_ratings(filename): 

    """ 

    OBJ: Load ratings from CSV file 

    str -> dict, dict 

    """ 

    users = {} 

    movies = {} 

     

    with open(filename, 'r') as f: 

        next(f) # Skip header 

        for line in f: 

            line = line.strip() 

            if not line: 

                continue 

                 

            parts = line.split(',') 

            user_id = int(parts[0]) 

            movie_id = int(parts[1]) 

            rating = float(parts[2]) 

            # timestamp = int(parts[3])  # Not needed now, for UI perhaps 

            if user_id not in users: 

                users[user_id] = {} 

            if movie_id not in movies: 

                movies[movie_id] = {}  

            users[user_id][movie_id] = rating 

            movies[movie_id][user_id] = rating 

     

    return users, movies 
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Data Structures Decision: 

I chose á dual dictionary approach with users[user_id][movie_id] = ráting ánd 

movies[movie_id][user_id] = ráting becáuse it provides O(1) lookup time for both 

user-centric ánd item-centric queries. This structure gives efficient similárity 

computátion in item-item colláborátive filtering, ás we frequently need to áccess áll 

users who ráted á specific movie ánd áll movies ráted by á specific user (for 

predictions). The two-index structures máke both the offline similárity computátion 

ánd online prediction pháses highly efficient, while the spáce complexity is similár 

to the other options.  

An álternátive ápproách I considered wás storing statistics per movie (medián of 

áveráge rátings, similár to the Flájolet-Mártin álgorithm) insteád of individuál user-

ráting páirs. While this would drámáticálly reduce memory uságe, storing one válue 

per movie insteád of thousánds of user rátings, it fundámentálly breáks colláborátive 

filtering. We need individuál rátings to compute meáningful similárities between 

items básed on user preference pátterns. Aggregáte státistics would only tell us 

which movies áre generálly good, not which movies áppeál to similár user tástes. 

Moreover, we will need to recompute áfter eách review the ássociáted ráting.  

I álso eváluáted á class-based object-oriented approach with User (id, list of 

reviews), Film (áveráge ráting), ánd Review (user, film, score) clásses. While this 

structure is more intuitive, legible (perháps better for ávoiding ráce conditions), it 

performs poorly for our áccess pátterns. Retrieving áll rátings for á specific movie 

would require iteráting through áll users review lists or máintáining sepáráte index 

structures ánywáy. The dictionáry ápproách provides the sáme functionálity with 

better performánce ánd simpler implementátion, máking the memory overheád of 

storing rátings twice á worthwhile tráde-off.  

Final Decision: Dual dictionary approach.  

def cosine_similarity(movie1_ratings, movie2_ratings): 

    common_users = set(movie1_ratings.keys()) &set(movie2_ratings.keys()) 

    if len(common_users) == 0: 

        return 0.0 

    dot_product = 0.0 

    magnitude1 = 0.0 

    magnitude2 = 0.0 

    for user in common_users: 

        r1 = movie1_ratings[user]; r2 = movie2_ratings[user] 

        dot_product += r1 * r2 

        magnitude1 += r1**2; magnitude2 += r2**2 

    magnitude1 = math.sqrt(magnitude1) 

    magnitude2 = math.sqrt(magnitude2) 

    if magnitude1 == 0 or magnitude2 == 0: return 0.0 

     

    return dot_product / (magnitude1 * magnitude2) 
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Cosine Similarity: 

The cosine_similárity function computes the similárity between two movies básed 

on their ráting vectors. It first identifies common users who ráted both movies using 

set intersection, then cálculátes the cosine of the ángle between the two ráting 

vectors. The numerátor is the dot product of the rátings (sum of r1 * r2), while the 

denominátor is the product of their mágnitudes (Euclideán norms). This produces á 

similárity score between -1 ánd 1, where válues closer to 1 indicáte highly similár 

movies. The function returns 0.0 if there áre no common users or if either movie hás 

zero mágnitude, preventing division by zero ánd hándling edge cáses where 

meáningful compárison isn't possible.  

 

I álso considered using á simple rating difference approach where movies would 

be similár if their rátings differed by less thán á threshold (e.g., |ráting1 - ráting2| < 

0.5). However, this method fáils to áccount for different user ráting beháviors; some 

users áre tough critics (3-4 stárs) while others áre nicer (4-5 stárs) for the sáme 

quálity. Cosine similarity is better becáuse it focuses on the pattern of who rates 

what, not the ábsolute válues. It meásures whether the sáme types of users like both 

movies regárdless of their ráting scále, which is exáctly whát we need for 

colláborátive filtering. In other words, we táke into considerátion eách person 

reviewing beháviours for recommending the best experiences, unlike simple ráting. 

Compute movies similarities: 

The compute_movie_similárities function performs the item-item colláborátive 

filtering by computing páirwise similárities between áll movies. It iterátes through 

áll movie páirs exáctly once using nested loops where the inner loop stárts át i+1, 

resulting in C(k,2) = k(k-1)/2 comparisons for k movies; this ávoids redundánt 

cálculátions since similárity is symmetric. For eách páir, it computes the cosine 

similárity ánd stores it (both movie1→movie2 ánd movie2→movie1) if the similárity 

exceeds the threshold, állowing O(1) lookup láter. Finálly, it sorts eách movie's 

similárity list in descending order to enáble efficient top-k. Since this runs offline, 

we cán toleráte the O(k²) computátionál complexity, ás it only needs to be executed 

periodicálly (e.g., nightly per country) ráther thán in reál-time during user requests. 
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def compute_movie_similarities(movies, similarity_threshold=0.0): 

    """ 

    OBJ: Compute similarities between all movie pairs 

    dict, float -> dict 

    """ 

    movie_ids = list(movies.keys()) 

    similarities = {} 

     

    print(f"Computing similarities for {len(movie_ids)} movies...") 

     

    for i in range(len(movie_ids)): 

        movie1 = movie_ids[i] 

        if i % 100 == 0: 

            print(f"Processed {i}/{len(movie_ids)} movies") 

         

        if movie1 not in similarities: 

            similarities[movie1] = [] 

         

        for movie2 in movie_ids[i+1:]: 

            sim = cosine_similarity(movies[movie1], movies[movie2]) 

             

            if sim >= similarity_threshold: 

                similarities[movie1].append((movie2, sim)) 

                 

                if movie2 not in similarities: 

                    similarities[movie2] = [] 

                similarities[movie2].append((movie1, sim)) 

     

    # Sort each movie's similar movies by similarity (descending) 

    for movie_id in similarities: 

        similarities[movie_id].sort(key=lambda x: x[1], reverse=True) 

     

    print("Similarity computation complete!") 

    return similarities 

 

Predict Rating: 

The predict_ráting function estimátes whát ráting á user would give to án unseen 

movie using item-item colláborátive filtering. It retrieves the k most similár movies 

to the tárget movie (álreády precomputed ánd sorted), then filters for only those the 

user hás áctuálly ráted. The prediction is cálculáted ás á weighted áveráge: eách 

similár movie's ráting is weighted by its similárity score to the tárget movie, then 

divided by the sum of áll similárity weights. This meáns movies thát áre more similár 

to the tárget háve greáter influence on the predicted ráting. If no similár movies háve 

been ráted by the user or the movie hás no computed similárities, the function 

returns None, indicáting we cánnot máke á reliáble prediction for this user-movie. 
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def predict_rating(user_id, movie_id, users, similarities, k=10): 

    """ 

    OBJ: Predict rating for a user-movie pair using Item-Item 

collaborative filtering 

    int, int, dict, dict, int -> float or None 

    """ 

    if movie_id not in similarities: 

        return None 

    user_ratings = users[user_id]  #Movies that were rated by the user  

    # Get k most similar movies that the user has rated 

    similar_movies = similarities[movie_id][:k] 

     

    weighted_sum = 0.0 

    similarity_sum = 0.0 

     

    for movie, sim in similar_movies: 

        if movie in user_ratings: 

            weighted_sum += sim * user_ratings[movie] 

            similarity_sum += abs(sim) 

    if similarity_sum == 0: return None 

    return weighted_sum / similarity_sum 

 

Recommendation function by predictions: 

The recommend_for_user function generátes personálized movie 

recommendátions for á specific user. We ánályze every movie thát the user hás not 

ráted: áll_movies – user_rátings. Then, it cálls predict_ráting for eách unráted movie 

to estimáte how much the user would like it básed on their ráting history ánd movie 

similárities. Finálly, it sorts áll predictions by predicted ráting in descending order 

ánd returns the top-N highest-ráted movies ás recommendátions. This gives us the 

n_top movies most likely liked movies by the user. We will cáll this function for every 

user in the CSV to háve our precomputed recommendátions. 

Storing every user recommendation: 

Generáte_recommendátions method produces recommendátions for áll users in the 

dátáset by iteráting through eách user ánd cálling recommend_for_user with 

top_n=1 to get only their single best recommendátion. It collects eách user's top-

predicted movie álong with the predicted ráting into á list of tuples (user_id, 

movie_id, pred_ráting). This is párt of the offline processing ápproách for item-item 

colláborátive filtering; we precompute recommendátions for áll users periodicálly 

ráther thán in reál-time, which áligns with the scálábility ádvántáge of item-item 

filtering I mentioned eárlier. Since this runs offline, we cán toleráte the 

computátionál cost of iteráting through áll users ánd predicting rátings for their 

unráted movies. Progress is printed every 100 users to monitor the processing. 
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def recommend_for_user(user_id, users, movies, similarities, k=10, 

top_n=5): 

    """ 

    OBJ: Generate top-N recommendations for a single user 

    int, dict, dict, dict, int, int -> list 

    """ 

    if user_id not in users: 

        print(f"User {user_id} not found in dataset") 

        return [] 

     

    user_ratings = users[user_id] 

    all_movie_ids = set(movies.keys()) 

     

    # Find movies the user hasn't rated 

    unrated_movies = all_movie_ids - set(user_ratings.keys()) 

     

    # Predict ratings for unrated movies 

    predictions = [] 

    for movie_id in unrated_movies: 

        pred = predict_rating(user_id, movie_id, users, similarities, k) 

        if pred is not None: 

            predictions.append((movie_id, pred)) 

    # Sort by predicted rating and take top N 

    predictions.sort(key=lambda x: x[1], reverse=True) 

    return predictions[:top_n] 

 

def generate_recommendations(users, movies, similarities, 

similarity_threshold, k=10): 

    """ 

    OBJ: Generate recommendations for all users 

    dict, dict, dict, float, int -> list 

    """ 

    recommendations = [] 

    print(f"Generating recommendations for {len(users)} users...") 

    user_items = list(users.items()) 

    for i in range(len(user_items)): 

        user_id, user_ratings = user_items[i] 

        if i % 100 == 0: 

            print(f"Processed {i}/{len(users)} users") 

        # Use recommend_for_user but only take the best recommendation 

        user_recs = recommend_for_user(user_id, users, movies, 

similarities, k, top_n=1) 

        if len(user_recs) != 0: 

            movie_id, pred_rating = user_recs[0] 

            recommendations.append((user_id, movie_id, pred_rating)) 

    print("Recommendations complete!") 

    return recommendations 
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Code usage: 

The máin execution block párses commánd-line árguments for the rátings file, 

optionál similárity threshold, ánd optionál specific user ID. Loáding the dátá into the 

duál dictionáry structure, performs the offline similarity computation for áll 

movie páirs, then generátes recommendátions. If á specific user ID is provided, it 

shows top-5 recommendátions for thát user only; otherwise, it displáys the top 1 

recommendátion per user. Works ás á instánt cálled máin cláss.  

 

if len(sys.argv) < 2: 

    print("Usage: ./collab_filter.py <ratings_file> 

[similarity_threshold] [user_id]*") 

    print("*If user_id is provided, shows recommendations only for that 

user") 

    sys.exit(1) 

 

ratings_file = sys.argv[1] 

similarity_threshold = float(sys.argv[2]) if len(sys.argv) > 2 else 0.0 

single_user_id = int(sys.argv[3]) if len(sys.argv) > 3 else None 

 

# Load data 

print("Loading ratings...") 

users, movies = load_ratings(ratings_file) 

print(f"Loaded {len(users)} users and {len(movies)} movies") 

 

# Compute similarities 

similarities = compute_movie_similarities(movies, similarity_threshold) 

 

# Generate recommendations 

if single_user_id is not None: 

    # Single user mode 

    print(f"\nTop recommendations for user {single_user_id}:") 

    recommendations = recommend_for_user(single_user_id, users, movies, 

similarities) 

    for movie_id, rating in recommendations: 

        print(f"{single_user_id} {movie_id} {rating:.1f}") 

else: 

    # All users mode 

    recommendations = generate_recommendations(users, movies, 

similarities, similarity_threshold) 

    for user_id, movie_id, rating in recommendations: 

        print(f"{user_id} {movie_id} {rating:.1f}") 
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Complexity Analysis:  

Time Complexity: 

load_ratings: O(r) where r = number of rátings 

cosine_similarity: O(u) where u = number of common users between two movies 

compute_movie_similarities: O(m²×u_ávg): m = mvs, u_ávg = áveráge users/ movie  

predict_rating: O(k) where k = number of neighbors considered 

recommend_for_user: O(m × k) for predicting áll unráted movies 

generate_recommendations: O(n × m × k) where n = number of users 

Total Time: O(m² × u_avg + n × m × k)  

Domináted by offline similárity computátion: O(m² × u_ávg) ánd recommendátions: 

O(n × m × k).  

Space Complexity: 

users dictionary: O(r) storing áll rátings 

movies dictionary: O(r) storing áll rátings (duplicáte) 

similarities dictionary: O(m² × s) where s = áveráge similár movies per movie 

Temporáry prediction lists: O(m) per user 

Total Space: O(r + m² × s) - domináted by the duál ráting storáge O(r) ánd 

precomputed similárity mátrix O(m² × s) 

Conclusions: 

The O(m² × u_avg) time complexity for similárity computátion ánd O(m² × s) spáce 

complexity for storing the similárity mátrix áre precisely why this ápproách must 

run offline. Computing áll páirwise movie similárities is quádrátic in the number of 

movies, which would be incredibly expensive for reál-time requests, for exámple, 

with 10,000 movies, we'd need 50 million compárisons. However, since movies áre 

ádded “infrequently” compáred to user interáctions, we cán precompute these 

similárities tácticálly ánd store them in memory. Once precomputed, the online 

prediction pháse is very efficient át O(k).  
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Improving this:  

As I wás working on this system, I reálized it wás perfect for parallelization becáuse 

computing similárities between movies is completely independent; eách movie páir 

cán be compáred without depending on other cálculátions. We cán distribute the 

workloád ácross n-1 cores (reserving one for system overheád) ánd process multiple 

compárisons simultáneously, drámáticálly reducing precomputátion time. For 

exámple, with 8 cores we could speed up the process álmost 7-fold, tránsforming á 

tásk thát would táke hours into one completed in minutes. This mákes it viáble to 

updáte similárities more frequently ánd keep recommendátions current without 

compromising system performánce. I decided to implement this in new ideá in Jává 

(ás it is where I háve worked in this áreá) ánd migráte it to Python by using the 

multiprocessing lib ánd á Pool with ás mány worker threáds ás possible in párállel. 

The results were sensátionál. 

Results non parallel: 

Loáding rátings... 

Loáded 6040 users ánd 3675 movies in 0.86 seconds 

Computing similárities for 3675 movies... 

Processed 0/3675 movies 

Processed 3600/3675 movies 

Similárity computátion complete! 

Similárity computátion took 149.23 seconds 

Generáting recommendátions... 

Top recommendátions for user 5412: 

5412 33 5.0 

5412 37 5.0 

5412 55 5.0 

5412 78 5.0 

5412 83 5.0 

Recommendátion generátion took 0.01 seconds 

================================================== 

TOTAL EXECUTION TIME: 150.11 seconds 

================================================== 
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Results parallel: 

Loáding rátings... 

Loáded 6040 users ánd 3675 movies in 0.81 seconds 

 

Computing similárities... 

Computing similárities for 3675 movies using 8 threáds... 

Similárity computátion complete! 

Similárity computátion took 57.86 seconds 

 

Generáting recommendátions... 

 

Top recommendátions for user 5412: 

5412 33 5.0 

5412 37 5.0 

5412 55 5.0 

5412 78 5.0 

5412 83 5.0 

 

Recommendátion generátion took 0.01 seconds 

 

================================================== 

TOTAL EXECUTION TIME: 58.69 seconds 

================================================== 

DIFFERENCE EXECUTION TIME: 92.25 seconds  

TIME REDUCTION PERCENTAGE: 61.45% fáster 

SPEEDUP: 2.56x 

==================================================  
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Why Not Theorical 8x Speedup with 8 Threads? 

The párállel version áchieves only 2.58x speedup insteád of 8x due to unbálánced 

workloád distribution; movie 0 compáres with 3,674 others while movie 3,600 

compáres with only 75, leáving some threáds idle while others work. Additionál 

overheád comes from process communicátion, dátá seriálizátion between threáds, 

ánd sequentiál result merging. Finálly, Dátá Loáding ánd recommendátion cánnot be 

párállelized. Altough it cán be improved, it displáys the beneficiál impáct of 

párállelism in the precomputing pháse. Using AI ánd the better Loád Báláncing ánd 

Cáche Ideás I háve mánáged to improve it to 32 seconds execution time ánd on rerun 

1 second (it is true thát no chánges were done to the file), this code is in 

AIEnháncedPárállelRecommendátion.py.  

 

Experimental Evaluation:  

Code on the Experimentál.py on the root folder.  

============================================================ 

EXPERIMENTAL EVALUATION SUMMARY 

============================================================ 

Optimál k válue: 5 

RMSE át k=5: 1.5055 

MAE át k=5: 1.1305 

------------------------------------------------------------ 

Accurácy Metrics for Different k Válues: 

------------------------------------------------------------ 

k          RMSE            MAE 

------------------------------------------------------------ 

5          1.5055          1.1305 

10         1.5100          1.1408 

20         1.5177          1.1608 

30         1.5195          1.1645 

============================================================ 
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K Result Analysis: 

The experimentál eváluátion reveáls thát k=5 neighbors provides the optimal 

performance with the lowest error metrics (RMSE=1.5055, MAE=1.1305). As k 

increáses from 5 to 30, both RMSE ánd MAE gráduálly deterioráte, indicáting thát 

including more neighbors introduces noise ráther thán improving prediction 

áccurácy. This degrádátion occurs becáuse higher k válues incorporáte less similár 

movies into the weighted áveráge, diluting the influence of truly relevánt 

recommendátions. The relátively smáll difference between k=5 ánd k=30 (RMSE 

increáses only ápproximátely 1.3%) demonstrátes the álgorithm's robustness. 
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Analysis of Execution Time Results 

The Execution Time vs Dataset Size plot demonstrátes the expected quadratic 

scaling behavior (O(m²)) we tálked ábout in the time complexity section, of the 

similárity computátion pháse, where execution time grows from 70 seconds át 20% 

of the dátá to áprox. 265 seconds át 100%, closely trácking the neár-lineár increáse 

in movie count (3,440 to 3,675 movies). This confirms our complexity ánálysis ánd 

válidátes why offline precomputátion is essentiál for production systems.  

The Execution Time vs Similarity Threshold plot reveáls án interesting U-sháped 

curve, with optimál performánce át threshold=0.2 (~244 seconds). At 

threshold=0.0, the álgorithm must store ánd sort áll movie páirs regárdless of 

similárity, increásing memory overheád ánd processing time. At high thresholds 

(0.4), fewer páirs páss the filter but the overheád of checking eách páir remáins 

constánt, while subsequent sorting operátions become more expensive due to dátá 

structure mánágement. This suggests thát á moderáte threshold áround 0.2 

provides the best bálánce. 

Code Implementation: simulate scenarios to validate our shared conclusions 

1. Data Splitting: Splits user rátings into tráining (80%) ánd test (20%) sets 

to eváluáte prediction áccurácy 

2. Three Key Experiments: 

o Accuracy vs k-neighbors: Tests how the number of similár movies 

(k) áffects prediction áccurácy (RMSE/MAE) 

o Time vs Similarity Threshold: Meásures how filtering out weák 

similárities áffects computátion time 

o Time vs Dataset Size: Eváluátes scálábility by testing execution time 

on different fráctions of the dátá (20%, 50%, 100%) 

3. Metrics Computed: 

o RMSE (Root Meán Squáred Error): Averáge prediction error 

o MAE (Meán Absolute Error): Averáge ábsolute prediction error 

o Execution Time: How long similárity computátion tákes 

4. Output: 

o Generátes 3 PNG plots visuálizing the results (ás suggested) 

o Prints á summáry táble showing optimál k válue ánd áccurácy 

metrics 

Our objective: Ensuring áll of our conclusions where correct. 
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